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Abstract

A common approach to split selection in classification trees is to
search through all possible splits generated by predictor variables. A
splitting criterion is then used to evaluate those splits and the one
with the largest criterion value is usually chosen to actually channel
samples into corresponding subnodes. However, this greedy method
is biased in variable selection when the numbers of the available split
points for each variable are different. Such result may thus hamper
the intuitively appealing nature of classification trees. The problem
of the split selection bias for two-class tasks with numerical predictors
is examined. The statistical explanation of its existence is given and
a solution based on the P -values is provided, when the Pearson chi-
square statistic is used as the splitting criterion.
keyword Cramér V 2 statistic; Kolmogorov-Smirnov statistic, P-value;
Pearson chi-square statistic

1 Background

Classification trees are commonly used in searching for patterns. Researchers
in the field of Statistics, Machine Learning and Data Mining have developed
related methods, such as CART (Breiman, Friedman, Olshen and Stone,
1984) and C4.5 (Quinlan, 1993), to name a few. A recent survey of various
classification tree methods can be found in Murthy (1998).

A basic element in constructing classification trees is split selection. For
a binary classification tree, a univariate split based on predictor X is of the
form X ≤ x, if X is numerical or X ∈ C, if X is categorical. The value of x
or the subset C is usually chosen to maximize certain criteria over all possible
values or subsets. At each node, this searching procedure is carried out for

1



Computational Statistics and Data Analysis 2004, Vol 45, pp. 457-466

each predictor and the split with the maximum criterion value is used to
actually channel the sample into the corresponding subnodes. For example,
Breiman et al. (1984) use this greedy method with the Gini or entropy as its
splitting criterion while Quinlan (1993) proposes the information gain and
the gain ratio criteria. A more complete survey of the splitting criteria can
be found in Martin (1997). However, several authors warn that this greedy
method has selection bias toward variables that provide more split points
(Zhou and Dillon, 1991; Liu and White, 1994; Kononenko, 1995; Loh and
Shih, 1997; Murthy, 1998). This pathology is also called attribute selection
errors in the literature (see Jensen and Cohen (2000) and the references
therein). Breiman et al. (1984) acknowledge this problem in their book (p.
42), but they do not provide a solution. Furthermore, Kim and Loh (2001)
point out that the greedy method is biased toward variables with more
missing values when the Gini criterion is used. Loh and Shih (1997), Frank
and Witten (1998), and Kim and Loh (2001) present some real data examples
which demonstrate that the selection bias affects the interpretability and
accuracy of the resulting trees. The strength of classification trees compared
with other classification methods is its easy interpretation. The bias problem
is certainly needed to be addressed and solved to prevent ourselves being
misled by the results of classification trees.

Jensen and Cohen (2000) attribute the existence of the bias to multiple
comparisons and survey four approaches to adjusting for multiple compar-
isons. But, they point out:

Few of these explanations are more than qualitative, and even
fewer include theoretical proofs (Jensen and Cohen, 2000, p.
327).

In this paper, we contribute to the theoretical understanding of the selection
bias for the greedy method when there are only two classes with numerical
predictors which may have missing values. The statistical reasons for the
existence of the bias are presented in Section 2 and 3 when the Pearson chi-
square statistic is used as the criterion. We then compute the exact P -values
of the associated statistics and use them to correct the bias. The discrim-
inatory power of this method is shown through some simulation studies in
Section 4. Conclusions are given in Section 5.

2 Splitting Criteria

The Pearson chi-square statistic has been used as a splitting criterion in
the literature (Kass, 1980; Hawkins, 1991; Shih, 1999). Consider numerical
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Table 1: A contingency table.

Class X ≤ x X > x Total
1 a b n1

2 c d n2

Total nL nR N

predictor X in a two-class problem, the best split based on X is chosen to
be of form X ≤ x∗ such that it best separates the two classes. Specifically,
for real x, a 2 × 2 table is obtained and it is given in Table 1.

The best split point is x∗ = arg maxAx where A2
x denotes the Pearson

chi-square statistic:

A2
x = N(ad − bc)2(n1n2nLnR)−1.

Miller and Siegmund (1982) find that

Ax = |F̂1(x) − F̂2(x)|/{F̂ (x)[1 − F̂ (x)](n−1
1 + n−1

2 )}1/2,

where
F̂1(x) = a/n1, F̂2(x) = c/n2, F̂ (x) = nL/N.

Functions F̂1, F̂2, and F̂ are the empirical cumulative distribution functions
of X for class 1, class 2 and the whole population, respectively under the
hypothesis H0 that class 1 and class 2 are from the same population. De-
note AX ≡ maxx Ax. They further show that as n1, n2 → ∞, AX con-
verges weakly to a normalized Brownian bridge under H0. Due to the
nature of multiple comparisons (as it is mentioned in Jensen and Cohen
(2000)), this result explains why the rule of using χ2 distribution to approx-
imate the distribution of AX fails. Using the fact that AX is actually a
weighted Kolmogorov-Smirnov-type statistic, Koziol (1991) obtains the ex-
act distribution of the statistic and gives upper 95 percent quantile points
for n1, n2 = 5(5)50. Close results are also found in Wilcox (1989). Niki-
forov (1994) gives an algorithm to compute the exact conditional P -values
for generalized two-sample Kolmogorov-Smirnov tests even when there are
ties.

Let p = (p1, p2), pL = (p1L, p2L), and pR = (p1R, p2R) be the sample
class distributions with p1 = n1/N, p1L = a/nL, and p1R = b/nR for the
root node and its subnode L and R, respectively. Denote πL = nL/N and
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πR = 1−πL. Shih (1999) shows that the chi-square statistic can be rewritten
as

A2
x = N{πLI(pL : p) + πRI(pR : p)},

where I(pk : p) =
∑2

j=1 pjk(pjk/pj − 1), k ∈ {L,R}. Define φ2 = A2
x/N .

This measure is known as a special case of the Cramér V 2 statistic (Agresti,
1984) and can be used as a splitting criterion. The formula generalizes the
Pearson chi-square statistic to incorporate class priors. The Gini criterion
has a similar form with I(pk : p) =

∑2
j=1(p

2
jk − p2

j ).
If there are missing values in X, only those non-missing X values are

used to compute the criterion values. In this case, N becomes the number
of non-missing X values. This approach is taken by Breiman et al. (1984)
where the Gini or entropy criterion is used instead.

3 Selection Bias

For another numerical predictor, say W , the best split W ≤ w∗ is selected,
if it has the associated maximum statistic: AW ≡ maxw Aw. The common
scheme of split selection between X and W is to choose the one with the
larger maximally selected chi-square statistic. Equivalently, this approach
compares AX with AW . We observe that AX depends on n1 and n2 which
are the numbers of the observations available for class 1 and 2, respectively.
AX also implicitly depends on the number of distinct Ax values. Thus,
the distribution of AX may not be the same as that of AW . Therefore, a
direct comparison between AX and AW does not necessarily reflect the real
classification power between these two variables.

Denote Q(c) = P (AX < c). We study the effect of the number of
available splits on split selection schemes by examining the Q(c) functions
with various numbers of observations when X is a numerical variable and
is independent of the class variable. For simplicity, we assume that both
classes have the same size. The FORTRAN routine provided by Nikiforov
(1994) is used to obtain the Q(c) values. The results given by the routine
are examined and we find they are close to those reported in Koziol (1991).

First, we assume that there is no tie. In this case, the number of obser-
vations is equal to the number of split points plus 1. The total number of
observations is chosen to be 80, 160, 320, 800 or 1600. The corresponding
Q(c) curves for c ∈ [1, 4] are shown in Figure 1. Given a value c > 0, we
find that the corresponding Q(c) value with larger number of observations
is usually smaller than that with smaller number of observations. This im-
plies that the random variable AX with larger number of observations seems
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to be stochastically larger than that with smaller number of observations.
However, because there are intersection points in the plot, this statement is
true when the size difference is large.

We then investigate the case when there are ties at each observation.
For a total of 256 observations, the number of distinct observations is set to
be 8, 16, 32, 64, 128 or 256. For each setting, every distinct point has equal
number of ties and the number of distinct points is equal to the number of
split points plus 1. The corresponding Q(c) curves for c ∈ [0, 4] are shown
in Figure 2. We find that the random variable AX with larger number of
distinct observations seems to be stochastically larger than that with smaller
number of distinct observations. Again, this is true when the difference in
ties is large.

We conclude that the Q(c) function does depend on the number of dis-
tinct split points. Thus, a direct comparison between two maximally selected
chi-square statistics is not appropriate. Consequently, when the predictor
variables are independent of the class variable (under H0), this usual split
selection scheme tends to choose variables with more distinct split points.
In the later section, we also find that if the phi-square statistic is used as the
criterion instead, it results a split selection scheme which favors variables
with more missing observations.

To correct the bias, instead of comparing the maximally selected chi-
square or phi-square values directly, we compare the corresponding P -values.
The selection scheme is to choose the split with the smallest corresponding
P -value. This selection scheme has been used in Frank and Witten (1998)
and Dobra and Gehrke (2001) where the former compute the P -values from
permutation tests and the latter use a tight approximation to obtain the
P -values associated with the Gini criterion.

4 Simulation Studies

We study the effect of the three split selection schemes: the chi-square, the
phi-square, and the exact P -value methods in the following sections. We
first study the case where the class variable is independent of the predictors.

4.1 Null case

In this section, five independent predictors X1,X2,X3,X4, and X5 are sim-
ulated where X1 follows the standard normal distribution with different
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Table 2: Estimated probabilities of variable selection when the class variable
is independent of the predictor variables. Two classes and five independent
predictor variables are simulated. Each class has 200 observations and only
X1 has randomly missing values. Denote Z as the standard normal distri-
bution, E as the exponential distribution with unit mean and Um as the
distribution which gives uniform values on (0, 1) with m number of ties at
each distinct point. Estimates are based on one thousand Monte Carlo iter-
ations. A method is unbiased if it selects each variable with probability 0.2.
Simulation standard errors are about 0.015.

Criterion max chi-square max phi-square min P -value
Missing percentage on X1

20 40 60 80 20 40 60 80 20 40 60 80
X1 ∼ Z .247 .220 .221 .189 .376 .600 .804 .970 .201 .191 .203 .213
X2 ∼ E .276 .283 .299 .311 .222 .134 .071 .013 .202 .199 .220 .207
X3 ∼ U2 .193 .212 .191 .205 .167 .108 .060 .007 .198 .206 .190 .192
X4 ∼ U4 .166 .153 .168 .164 .141 .085 .039 .006 .204 .182 .207 .186
X5 ∼ U8 .118 .132 .121 .131 .094 .073 .026 .004 .195 .222 .180 .202
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percentages of randomly missing observations and X2 follows the exponen-
tial distribution with unit mean. X3,X4 and X5 take values uniformly on
the interval (0, 1) and the numbers of ties at each distinct point of X3,X4

and X5 are chosen to be 2, 4, and 8, respectively. Each class has the same
number of observations and the class variable is independent of all the pre-
dictor variables. The relative frequency of selecting each variable is recorded
in 1000 simulations and the results are given in Table 2. We find that the
probability of selecting X1 decreases steadily as its missing percentage in-
creases if the chi-square statistic is used as the criterion. The corresponding
probability increases dramatically when the phi-square statistic is used as
the criterion. This finding confirms the observation in Kim and Loh (2001)
where the Gini criterion is used instead. Furthermore, if the missing per-
centage on X1 is hold fixed, the selection probability for X3,X4, and X5

decreases steadily too as the number of ties increases if either the maximum
chi-square or its phi-square counterpart is used. On the other hand, the
selection probabilities for the P -value method are all within two simulation
standard errors of 0.2. Similar conclusions are also reached when the class
size increases to 400, 600, 800, and 1000. Only the case for 200 observations
is reported here.

4.2 Power studies

The difference between the aforementioned split selection methods is inves-
tigated in this section when one predictor variable is informative. That is,
the class distributions are different on that variable and it separates classes.
Similar experiments have been conducted in Liu and White (1994) and Loh
and Shih (1997).

Suppose the distribution of X1 for class 1 is uniform on {1, 2, 3, 4} while
the distribution of X1 for class 2 satisfies P (X1 = 1) = P (X1 = 2) =
P (X1 = 3) = 1/6 and P (X1 = 4) = 1/2. The other independent predictor
variables are random noises following the standard normal distribution. The
total number of the predictor variables is 5, 10, 15, and 20. Equal numbers of
observations for each class are generated increasingly from 36 to 360. Since
there are no missing values, the results for the chi-square and the phi-square
statistics are the same. The estimated probabilities of X1 being selected
using either the chi-square method or the P -value method are recorded in
1000 simulations and the results are given in Figure 3. We find that the
selection probability increases as the sample size increases or as the number
of noise variables decreases for both selection methods. Furthermore, we
observe that the probability that X1 is selected by the P -value method is
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always greater than that by the chi-square method. Therefore, the P -value
method is more powerful in selecting the informative variable.

We later change the distribution of X1 for class 2 to satisfy P (X1 = 1) =
P (X1 = 2) = P (X1 = 3) = 2/9 and P (X1 = 4) = 1/3. All the other settings
are the same except that more sample sizes are added in this study. The
results are given in Figure 4. Again, the P -value method is more powerful
in selecting the informative variable than the chi-square method. In all the
above cases, when X1 is selected, the splitting rule is: if an observation with
the corresponding value X1 ∈ {1, 2, 3} goes to one node, otherwise, it goes
to the other node.
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Figure 1: The probabilities of AX < c for various numbers of distinct ob-
servations. The sample size is equal to the number of distinct observations
and it is set to be 80, 160, 320, 800, or 1600.
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Figure 2: The probabilities of AX < c for various numbers of distinct obser-
vations. The total sample size is 256 and the number of distinct observations
is set to be 8, 16, 32, 64, 128 or 256. For each setting, every distinct obser-
vation has equal number of ties.
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Figure 3: The probabilities of X1 being selected in the experiment where X1

is informative to separate two classes. The distribution for class 1 is uniform
on {1, 2, 3, 4} while the distribution for class 2 is P (X1 = 1) = P (X1 = 2) =
P (X1 = 3) = 1/6 and P (X1 = 4) = 1/2. The other independent predic-
tor variables are random noises following the standard normal distribution.
Various sample sizes are generated with equal size for each class. The solid
lines are the probabilities of X1 being selected by the P -value method for
5, 10, 15 and 20 predictor variables in 1000 simulations, respectively. The
dashed lines are the corresponding probabilities for the chi-square method.
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5 Concluding Remarks

One main reason of using a classification tree is its easy interpretation.
This insight is provided by the splits and any selection bias can weaken
our confidence in the explanation of a resulting tree. We demonstrate that
the split selection method using the usual exhaustive search approach is
biased if numerical predictors have unequal numbers of available split points
and the Pearson chi-square statistic is used as the criterion for two-class
problems. The selection bias can be corrected by comparing the P -values
of the corresponding maximum chi-square statistic, instead of the statistics
themselves. This scheme can be applied to other criteria like the entropy,
the gain ratio and the Gini criteria, if we can compute the corresponding
exact P -values. For the entropy criterion, Halpern (1999) provides a general
algorithm to obtain the exact P -values. For the others, the exact methods
are yet to be found. As long as the number of classes is two and the predictors
are all numerical, we may be able to correct the bias using the exact P -values
of some maximally selected statistics.

However, the corresponding exact P -values are not easy to obtain when
there are more than two classes. It is also unknown to me how to get
the corresponding P -values for categorical predictors. Different patterns of
ties or missing values associated with each predictor certainly increase the
difficult of computing the exact P -values. Bootstrap method (Efron and
Tibshirani, 1993; Dannegger, 2000) seems to be an alternative, but it will be
computational costly, if the method is applied at each node. The exhaustive
search approach looks for all possible combinations of splitting variables and
split points. If we continue to use this method, the bias problem will not go
away easily in the above circumstances.

On the other hand, Loh and Shih (1997) and Kim and Loh (2001) re-
move the selection bias by separating the issue of variable selection from
that of split point selection. At each node, Loh and Shih (1997) find a
split of the form X ∈ S by first choosing X and then searching for the
set S. The P -values from contingency table chi-square tests for categorical
predictors and ANOVA F -tests for numerical predictors are compared and
the predictor variable with the smallest P -value is selected. Kim and Loh
(2001) extend the idea and select variables based on one-factor and two-
factor effects. Again, the P -values from significance tests are used to select
variables. Furthermore, they resolve the bias problem when unequal num-
bers of missing values occur by adjusting the degrees of freedom of the test
statistics. These methods may provide better solutions to the bias problems
in practice.
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Figure 4: The probabilities of X1 being selected in the experiment where X1

is informative to separate two classes. The distribution for class 1 is uniform
on {1, 2, 3, 4} while the distribution for class 2 is P (X1 = 1) = P (X1 = 2) =
P (X1 = 3) = 2/9 and P (X1 = 4) = 1/3. The other independent predic-
tor variables are random noises following the standard normal distribution.
Various sample sizes are generated with equal size for each class. The solid
lines are the probabilities of X1 being selected by the P -value method for
5, 10, 15 and 20 predictor variables in 1000 simulations, respectively. The
dashed lines are the corresponding probabilities for the chi-square method.
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